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ABSTRACT

Diffusion-based generative models (DGMs) have recently
attracted attention in speech enhancement (SE) research as
previous works showed a remarkable generalization capa-
bility. However, DGMs are also computationally intensive,
since they usually require many iterations in the reverse diffu-
sion process (RDP), making them impractical for streaming
SE systems. In this paper, we propose to use scores esti-
mated from discriminative models in the first steps of the
RDP. These discriminative-based scores require only one for-
ward pass with the discriminative model for multiple RDP
steps, thus greatly reducing computations. This approach also
allows for performance improvements. We show that choos-
ing an appropriate number of discriminative guidance steps
can result in an overall model with better performance than
generative and discriminative models. Furthermore, we pro-
pose a novel streamable time-domain generative model with
an algorithmic latency of 50 ms, which has no significant
performance degradation compared to offline models.

Index Terms— Speech Enhancement, Generative Model,
Online Processing

1. INTRODUCTION

Speech enhancement (SE) [1] aims at improving the qual-
ity of speech degraded by additive noise or reverberation. In
recent years, supervised deep neural networks (DNN)-based
methods have drastically advanced SE techniques. The pre-
vailing approach is to train a DNN with a regression objec-
tive to estimate the clean target speech from the noisy signal,
using time-frequency (T-F) domain spectrum masking [2, 3],
T-F domain spectrum mapping [4, 5] or estimating the time-
domain waveform directly [6–8]. This discriminative (also
referred to as predictive [9]) approach, while highly effective
with in-domain data, can sometimes introduce distortions [10,
11] especially when there is a mismatch between the simu-
lated training data and the real-world deployment scenario.
On the other hand, recent works hint at the possibility that
generative methods, and in particular diffusion-based gener-
ative models (DGM) [12–15], could be more robust to such

mismatched conditions [12,14] and generally produce less in-
trusive artifacts than discriminative approaches, as suggested
by their superior results with perceptual metrics [13–15].

However, DGMs require a multi-step iterative update in
the diffusion reverse process for inference. In each reverse
diffusion step, the score function DNN will perform a for-
ward inference step at least once [16]. To achieve the desired
performance, the total number of reverse diffusion steps N
is usually large, e.g., N = 30 in [14] and N = 50 in [12].
This leads DGMs to have practically a much higher computa-
tional cost than discriminative methods, all other things being
equal (e.g. the DNN architecture). This is the most signifi-
cant problem that prevents DGMs from being used for online
speech enhancement.

In this paper, we follow this latter line of research and
study how DGMs can be leveraged for online, streamable SE.
In fact, online SE is crucial for many applications such as
telecommunications [17], hearing aids [18], automatic speech
recognition (ASR) [19], etc. Recently [20, 21] also explored
streamable SE with DGMs. However, this work only ad-
dressed ideal/algorithmic latency. The above-mentioned issue
would remain a problem for real-world inference, where the
actual computational load is the crucial factor. To lower the
inference-time computational load, we propose, in the reverse
diffusion process, to estimate the gradients of the log data
distribution probability (i.e., the score function [16]) with the
guidance of an arbitrary discriminative SE model. In the first
Nϕ steps (Nϕ < N ) of the reverse process, we replace the
DNN score model with a discriminative score derived from
speech enhanced by a discriminative model. As the discrimi-
native model only requires one forward inference step for the
whole reverse diffusion process, this approach leads to signif-
icant reductions in the computational overhead.

Besides minimizing computational overhead, experimen-
tal results demonstrate our ability to obtain a flexible bal-
ance between accuracy and generalization: Nϕ can be used to
trade-off between discriminative and generative capabilities
of the two SE models. With a larger Nϕ, the reverse process
is faster but also closer to the discriminative model results and
vice versa. Remarkably, we show that by choosing an appro-
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priate Nϕ, a system with the advantages of both generative
and discriminative models can be achieved.

As an additional contribution of this work, to make SE
with DGMs streamable, we formulate the diffusion process
in the time domain in a chunk-level manner with an algo-
rithmic latency of 50ms. While this is unsuitable for strict
low-latency applications such as hearing-aid SE, it is still ac-
ceptable for applications such as ASR and telecommunica-
tions, including teleconferencing [22]. We propose a DGM
for streamable SE based on the Skipping Memory (SkiM)
[23] model. SkiM is suitably modified here to perform such
chunk-level diffusion process. The history of all the previ-
ously processed chunks maintained in SkiM minimizes the
performance gap between online and offline models.

2. METHODS

2.1. Score-based generative speech enhancement

Most SE DGM works [13, 14] can be formulated within the
score-based generative modeling (SGM) through stochastic
differential equations (SDEs) framework [16]. This latter
unifies discrete-time denoising diffusion probabilistic models
(DDPM) [24] and score matching with Langevin dynam-
ics [25] in a single framework based on a continuous-time
diffusion process. A typical SGM has three main compo-
nents: a forward diffusion process defined by an SDE, a
reverse diffusion process defined by its corresponding reverse
SDE, and a numerical solver to generate samples by solving
the reverse SDE.
Forward diffusion process: recent works [13, 14] applied
the SGM framework to the speech enhancement (SGMSE)
task and defined the diffusion process in the complex spec-
trum domain. In this paper, we define the diffusion process
instead directly in the time domain, and our forward SDE can
be defined as:

dxt = f(xt,y)dt+ g(t)dw, (1)

where xt ∈ R1×L is the current state of a single channel time-
domain signal of length L and y ∈ R1×L is the noisy speech
signal. t in interval [0, T ] is a continuous variable presenting
the current t-step in the diffusion process {xt}Tt=0. Specially,
x0 ∼ p0 is sampled from the clean speech distribution p0, and
xT ∼ N (xT ;y, σ(T )

2I) is sampled from the prior Gaussian
distribution centered around the noisy speech y with variance
σ(T )2. The vector-valued function f(xt,y) is named as drift
coefficient:

f(xt,y) := γ(y − xt), (2)

where hyperparameter γ is a positive constant called stiff-
ness, it controls the current-step signal xt drift towards noisy
speech y. At the same time, dw ∈ R1×L is a small Gaus-
sian increment in the standard Wiener process, and g(t) is the

diffusion coefficient, respectively. g(t) controls the scale of
Gaussian increment dw added in the current step t.
Reverse diffusion process: the reverse diffusion process can
be solved according to the reverse SDE [16, 26]:

dxt = [−f(xt,y) + g(t)2∇xt
log pt(xt|y)]dt+ g(t)dw̄,

(3)

where ∇xt
log pt(xt|y) is the gradient of the conditional data

probability density distribution in step t, also known as the
score function. The score function is usually unknown since
the data distribution pt(xt|y) is unknown. But we can train
a neural-network-based score function sθ(xt,y, t) parameter-
ized by θ to estimate ∇xt

log pt(xt|y) using the score match-
ing method [25, 27, 28].

To train sθ with the score matching method, we first sam-
ple an arbitrary time step t from uniformly from [0, T ], and xt

is sampled from a Gaussian distribution of mean µ(x0,y, t)
and variance σ(t)2:

xt = µ(x0,y, t) + σ(t)z, (4)

where z ∼ NR(z; 0, I) , I is identity matrix. According to
the solution in [29], the mean µ and the variance σ(t)2 at
time step t are deterministically computed by clean signal x0,
noisy signal y, and stiffness γ in Eq.2 :

µ(x0,y, t) = e−γtx0 + (1− e−γt)y, (5)

σ(t)2 =
σ2

min

(
(σmax/σmin)

2t − e−2γt
)
log(σmax/σmin)

γ + log(σmax/σmin)
, (6)

where σmax and σmin are hyper-parameters to control the noise
scale. After xt and z in Eq.4 are defined, the training objec-
tive of score matching can be written as:

argmin
θ

Et,(x0,y),z,xt|(x0,y)

[∥∥∥∥sθ(xt,y, t) +
z

σ(t)

∥∥∥∥
2
]
. (7)

It is noted that optimization of expectations in Eq.7 is derived
from the score matching theory [28], even though it is very
similar to training the network to estimate Gaussian noise z
in xt (Eq.4).

After the score function sθ is trained by Eq.7, we can re-
place ∇xt

log pt(xt|y) with sθ in Eq.3 for inference, and the
reverse SDE can be updated as:

dxt = [−f(xt, y) + g(t)2sθ(xt,y, t)]dt+ g(t)dw̄. (8)

Numerical solver: A numerical solver can solve the continu-
ous reverse SDE by approximating it into discrete time steps.
The continuous interval [0, T ] is divided into N steps with
width ∆t = T/N . We apply the Predictor-Corrector sam-
plers proposed by [16] as the numerical solver. It has two
stages in each discrete time step: the predictor first updates
the previous step xt+∆t to the current step xt through the re-
verse SDE; and the corrector refine the current xt to make the
numerical reverse process more stable.
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2.2. Score guided by discriminative models

Assume we have a pre-trained discriminative speech enhance-
ment model Dϕ with parameters ϕ, then we can get an en-
hanced signal xD = Dϕ(y). It can be used in place of sθ in
Eq.8 to obtain an discriminative score function at time step t
using:

sD(xt,y, t) =
µ(xD,y, t)− xt

σ(t)2
. (9)

In fact, it is easy to see that, if xD → x0, then Eq. 9 tends
towards the ground-truth target scores of the score matching
method as defined in Eq. 4-7 above.

Assuming that xD is reliable enough, we can thus re-
place sθ with sD and warm-start the reverse diffusion sam-
pling from a certain time-step t = tϕ with Eq. 9; i.e. the
reverse SDE in Eq. 8 now becomes:

dxt = [−f(xt, y) + g(t)2s̃(·)]dt+ g(t)dw̄, (10)

s̃(·) =
{

sD(xt,y, t) if t > tϕ,
sθ(xt,y, t) if t ≤ tϕ.

(11)

As such, during the reverse-diffusion process, the number of
discrete steps that use sD as the score will be Nϕ = |{∆t ×
n|∆t × n > tϕ}Nn=1|. The greater Nϕ, the fewer reverse
diffusion steps with the score-matching-trained model sθ are
required, leading to significantly reduced computational over-
head. On the other hand, a large Nϕ will lead the reverse
diffusion process to converge to xD. These aspects will be
explored in Section 4.

Note that our approach only takes effect in the inference
stage. We do not need to modify the training of the SGM sθ
to get the guidance from Dϕ. It fundamentally differs from
a recent work named StoRM [15]. In StoRM, sθ is trained
to refine the output of a discriminative model, and this latter
is actively employed in the training procedure. Our approach
is instead totally agnostic to the choice of Dϕ and allows for
more flexibility in inference.

2.3. Streamable chunk-Level diffusion-based SE

To make SE with DGMs streamable, we further propose a
novel chunk-based diffusion architecture. It can be applied to
causal DNNs with states that encode the history states, e.g.,
recurrent neural networks (RNNs).

In the training stage, we follow the Eq. 7 with the training
pair y ∈ R1×L and x0 ∈ R1×L of length L. In the infer-
ence stage, we implement a chunk-level streaming inference
method. Denote yc ∈ R1×K as a small chunk of the noisy
speech signal, where K is the chunk size (50ms in this pa-
per), as well as the algorithmic latency of the online model. It
is noted that c indicates c-th chunk in the order of time, while
t indicates the step in the diffusion process. Then, the reverse

SDE in the sampling stage is:

dxc
t = [−f(xc

t ,y
c) + g(t)2sθ(x

c
t ,y

c, t,Hc
t)]dt+ g(t)dw̄c,

(12)

where Hc
t is a set of history states which encode the infor-

mation from the 1st streaming chunk to the (c − 1)th chunk
at diffusion step t. During the streaming inference, {Hc

t}Tt=0

can be maintained to store the memory of all the processed
history and help to process the current chunk. In other words,
the reverse diffusion process is run for each chunk of the in-
put signal and is conditioned on the history of the previously
processed chunks.

3. EXPERIMENTAL SETUPS

3.1. Dataset

Training. We use the WSJ0-CHiME3 dataset created by [14].
It is a simulated dataset for speech enhancement. The clean
speech signals come from the WSJ0 dataset [30], and the
noisy signals are from the CHiME3 challenge dataset [31].
We use the recipe1 provided by [14] for data simulation.
Testing. We adopt two different testing datasets for evalua-
tion. The first testing set is WSJ0-CHiME3, which is domain-
matched with the training set. The second testing set is the
real data from the CHiME4 dataset [31, 32]. This latter is
instead domain-mismatched and, thus, used to assess gener-
alizability.

3.2. Evaluation metrics

To evaluate the performance of the proposed approach from
multiple perspectives, we use several metrics: perceptual
evaluation of speech quality (PESQ) [33], extended short-
time objective intelligibility (ESTOI) [34], signal-to-distortion
ratio (SDR) [35], log-spectral distance (LSD) [36], mel cep-
stral distortion (MSD) [37], NISQA [38], and overall DNS-
MOS(P.835) score [39] as evaluation metrics.

3.3. Model configurations

Neural networks. We first reproduce the SGMSE+ model
[14] as one of the baselines with the ESPNet-SE [40, 41]
toolkit. We follow the configurations in [14] for SGMSE+,
except that we did not use the exponential moving average in
training. Instead, for the model used in this work, we store the
5 lowest-loss model parameters and average them to obtain
the final model for inference.

Following the chunk-level streamable diffusion frame-
work described in Section 2.3, we use SkiM [23] as the
score model for online diffusion models. SkiM consists of
two different long short-term memory (LSTM) blocks: one

1https://github.com/sp-uhh/sgmse
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Table 1. Comparison of online/offline and generative/discriminative models on WSJ0-CHiME3 data; -D for discriminative
models; -G for generative models; “4.a+3” in Sys. ID means “Sys.4.a” guided by “Sys.3” ; Metrics higher is better except for
MCD and LSD.

WSJ0-CHiME3 CHiME4 Real
Sys.ID Model Ideal

Latency
# Para.

(M) N Nϕ DNSMOS
OVRL

NISQA
OVRL PESQ ESTOI SDR

(dB) LSD ↓ MCD ↓ DNSMOS
OVRL

NISQA
OVRL

- Noisy speech - - - - 2.72 2.70 1.69 0.78 9.69 3.00 5.43 1.39 1.10
- SGMSE+ [14] offline 66 - - - - 2.96 0.92 18.30 - - - -
0 SGMSE+* offline 66 30 0 3.31 4.22 2.84 0.92 17.69 1.89 1.40 2.88 3.89
1 SkiM-D offline 35 - - 3.38 4.29 3.07 0.94 20.80 1.87 1.10 2.94 2.98
2 SkiM-G offline 37 30 0 3.15 3.91 2.46 0.90 16.76 2.46 2.30 3.15 3.92
3 SkiM-D 50ms 8 - - 3.18 3.50 2.78 0.93 20.02 1.90 1.24 2.26 1.86

4.a SkiM-G 50ms 46 30 0 3.03 3.82 2.46 0.90 16.88 2.49 2.53 2.24 2.18
4.b SkiM-G 50ms 46 15 0 2.18 1.81 1.22 0.66 5.38 5.09 7.52 1.96 1.47

4.a+3 SkiM-G 50ms 46 + 8 30 12 3.06 3.86 2.51 0.91 17.47 2.46 2.34 2.30 2.26
4.b+3 SkiM-G 50ms 46 + 8 15 13 3.19 3.81 2.61 0.92 19.38 2.10 1.47 2.36 1.98

5 DPRNN-D 10ms 3 - - 2.89 2.30 2.25 0.88 16.92 2.22 1.93 2.00 1.16
4.b+5 SkiM-G 50ms 46 + 3 15 4 2.86 2.96 1.94 0.80 10.57 2.81 3.82 2.13 1.86

for local short-segment processing (segment-LSTM) and an-
other for long-span memory maintenance (memory-LSTM).
Originally, in SkiM [23, 42], LSTMs in both blocks are uni-
directional to minimize the ideal latency for low-latency,
frame-level streaming. However, to make the diffusion re-
verse process more stable, we make the segment-LSTM
bi-directional and keep the memory-LSTM unidirectional,
thus obtaining instead a chunk-level streaming model. For
all the diffusion SkiM models, we use the model with 8 ba-
sic SkiM blocks [23], and the hidden dimension width is
256 for uni-direction memory-LSTMs and 512 in-total for
bi-direction segment-LSTMs. We also build discriminative
SkiM enhancement models for comparison and to also play
the part of Dϕ for our discriminative guidance experiments.
The signal-to-noise ratio (SNR) loss is used to train discrim-
inative models. We train all the models for a max of 100
epochs on the WSJ0-CHiME3 training set.
Diffusion. We set γ in Eq. 2 to γ = 1.5; T = 1.0; We
use σmax = 0.5, and σmin = 0.05 for the complex domain
SGMSE+, while σmax = 10−1, σmin = 10−4 for the time
domain SkiM online models. In the Predictor-Corrector sam-
pling, we adopt the reverse diffusion SDE method [16] as the
Predictor and the annealed Langevin Corrector [16].

4. RESULTS AND DISCUSSIONS

4.1. Results of online SGMSE and algorithm latency

Table 1 compares the performance between online and offline
SGMSE models. Top panel reports offline baseline systems:
SGMSE+ model [14] (Sys.0), a generative SkiM (SkiM-G,
Sys.2) and a discriminative SkiM (SkiM-D, Sys.1). For these
offline models, we can observe that SkiM-D, compared to

SkiM-G, performs better overall on the fully matched WSJ0-
CHiME3 test set. However, SkiM-G shows better generaliza-
tion ability on the CHiME4 real test-set, thus confirming the
findings in [12].

Mid panel reports several online models with 50 ms ideal
latency (corresponding to chunk size K = 800 in Sec-
tion 2.3), both generative (Sys.{4.a,4.b}) and discriminative
(Sys.3). Remarkably, by comparing the performance of the
online systems Sys.{3,4a} with their respective offline coun-
terpart Sys.{1,2}, we observe no significant performance
loss on the WSJ0-CHiME3 test set. However, DNSMOS
and NISQA scores of the online systems are significantly
worse in the CHiME4 scenario, suggesting that generaliza-
tion is more difficult in the online scenario. Comparing online
SkiM-G (Sys.4a) with its respective discriminative counter-
part (Sys.3), the trend observed for offline systems remains:
SkiM-G has better NISQA scores on both test sets but is infe-
rior regarding the other metrics, which are intrusive and thus
may penalize more generative approaches. We also report
results with SkiM-G by halving the reverse diffusion steps
(Sys.4b) from 30 to 15. This leads to a drastic reduction in
performance although the computational requirements would
be halved.

4.2. Results with discriminative guidance

In the third panel of Table 1, we report the effect of our pro-
posed discriminative guidance on the 50-ms online Skim-G
generative models. In detail, we report results for both SkiM-
G with N = 30 (Sys.4a+3) and with N = 15 (Sys.4b+3)
numbers of total reverse diffusion steps. For these systems we
used the online SkiM-D (Sys.3) as the discriminative model
Dϕ to obtain sD for the first Nϕ steps. For both of these,
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Fig. 1. (A)-(D): Effect of proposed discriminative guidance on WSJ0-CHiME3 and CHiME4(real) test set. The total number
of reverse steps is N = 30, sθ is replaced by sD in the first Nϕ steps of N ; (E): GMACs/s as Nϕ increases; the 14.4 GMACs/s
for Nϕ = 30 corresponds to using only SkiM-D (Sys.3).

we report the choice of Nϕ that maximizes the overall perfor-
mance. We can observe that, in both instances, discriminative
guidance helps considerably, especially regarding generaliza-
tion to the real-world CHiME4 test set. The two guided sys-
tems appear to have the best of both worlds: both desirable
generalization and higher non-intrusive perceptual metrics but
also high intrusive metrics thanks to the discriminative guid-
ance.

Remarkably, in both cases, this also comes with a signifi-
cant reduction in computational requirements as the diffusion
steps with sD are drastically reduced. The results with N =
15 steps (Sys.4b) are especially promising as we show that
even just two reverse diffusion steps with sD can be enough
(again, sD needs only one forward from Dϕ for all Nϕ).

In Figure 1, we report the trend on 3 representative met-
rics (PESQ, SDR, NISQA) with the discriminative guidance
system (Sys.4a+3) as the number of Nϕ increases and ap-
proaches the number of total steps N = 30. The constant
lines are, respectively, the pure discriminative model (Sys.3,
red) and the pure generative model (Sys.4a, green). Note that
this latter, (Sys.4a, green), also corresponds to the Nϕ = 0
case. As Nϕ increases, we can observe that the system with
the guidance deviates from the pure generative model perfor-
mance. On the intrusive metrics (PESQ, SDR), the guided
model tends to the discriminative model performance (which
is higher on these). Regarding NISQA, the guided model can
even increase performance with respect to the pure genera-
tive model (Nϕ = 0), at least up to a certain number of Nϕ

steps. For higher Nϕ it converges to the NISQA obtained
with the discriminative model alone. This suggests that Nϕ

can be used to trade-off between discriminative and genera-
tive strengths and weaknesses for the overall discriminative
guided system.

We also report the number of the multiplier–accumulator
(MACs) operations for per second audio with the thop 2

toolkit. Fig.1.E shows MACs/s in the inference stage with

2https://github.com/Lyken17/pytorch-OpCounter

respect to Nϕ, with the total reverse step N = 30. The
computational cost from the discriminative model (Sys.3) is
included in the figure. It is easy to see that the computational
cost descends linearly by increasing Nϕ, since we do not need
a DNN forward for each step to re-estimate xD to obtain sD
with Eq.9.

4.3. Guidance with a sub-optimal discriminative model

We conducted further experiments to prove that our proposed
approach is agnostic to the choice of the discriminative model
used. In detail, in Table 1, bottom panel, we show that our
proposed method is able to work also with a purposely sub-
optimal dual-path RNN (DPRNN) [43] based discriminative
model (Sys.5), which is used as guidance for Sys.4b+5. For
the DPRNN we intentionally chose a small latency (10 ms)
and stopped the training before convergence in order to obtain
a less performing discriminative model.

We can see that even in this case, the guided model
(Sys.4b+5) exhibits better generalization on the CHiME4
real-world test set than DPRNN-D and, more remarkably,
than the original SkiM-G model (Sys.4b).

Figure 2 compares the two different discriminative guid-
ance. The first one is the SkiM-D (Sys.3), which is our
best online discriminative model, and the other one is the
sub-optimal DPRNN-D (Sys.5). We compare the two dis-
criminative guidance with the total reverse steps of N = 15,
which is a more unfavorable condition to the pure generative
model. Results in Table 1 show that the 15-step pure gener-
ative model (Sys.4.b) is significantly worse than the 30-step
model (Sys.4.a). The original pure generative model requires
more steps to get satisfactory performance.

By observing the red curve in Figure 2, we can see that
when the SkiM-D (Sys.3) is used as guidance, the genera-
tive model can be significantly improved. This observation is
similar to the conclusion in Figure 1 where N = 30. When
we use sub-optimal DPRNN-D as the guidance, we can easily
find that all the metrics can be greatly improved. In particular,
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Fig. 2. (A)-(D): Effect of proposed discriminative guidance on WSJ0-CHiME3 and CHiME4(real) test set. The total number
of reverse steps is N = 15, sθ is replaced by sD in the first Nϕ steps of N ;

on the NISQA score of WSJ-CHiME3 and ChiME4-real test-
ing, the guided model (Sys.4.b+5) outperforms the pure gen-
erative model (Sys.4.b) and the guidance DPRNN-D (Sys.5)
by a large margin.

This comparison shows that our proposed method can not
only reduce the overhead of the diffusion reverse process,
optimize the model performance, but also be robust to sub-
optimal discriminative models. That means the training of
the generative model and the discriminative guidance model
can be disentangled.

5. CONCLUSION AND FUTURE WORKS

In this work, we propose a new streamable diffusion method
for speech enhancement. The reverse diffusion process is
performed at the chunk level, and the history of the previ-
ously processed chunks is maintained and leveraged to help
denoising the current chunk. To decrease the computational
footprint, we devised a new framework in which the score
function can be estimated with the guidance of discrimina-
tive models. We can significantly reduce the number of DNN
forward operation in the reverse process by using the guided
score without sacrificing performance. Future work will fo-
cus on: 1) how latency can be further reduced; 2) whether this
discriminative guidance framework can be leveraged for other
applications; 3) exploring more strategies to balance genera-
tive scores and discriminative guidance e.g., interpolating of
sθ and sD for a fused score at each reverse step.
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